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Abstract

There is a growing need for the general-purpose

description of the basic ontological entities in the

life sciences domain. Up until now, upper-level

models are mainly purpose-driven, such as the GE-

NIA ontology, originally devised as a vocabulary

for corpus annotation. As an alternative, we here

present BioTop, a description-logic-based top-level

ontology for molecular biology, as an ontologically

more conscious re-design of the GENIA ontology.

Introduction

For corpus-based biological language processing
(BLP), the GENIA corpus constitutes the most
important community-wide shared resource for
annotated biological documents. However, obser-
vations have increasingly been made which reveal
some drawbacks, e.g., numerous inconsistent an-
notations [1]. They can partially be attributed to
underdeveloped guidelines and insufficient annota-
tion procedures although we claim that the core of
the problems encountered with GENIA lies in the
underlying ontology from which the entity names
and annotation tags are drawn.

Accordingly, we first point out major deficiencies
and then propose an alternative upper-level frame-
work from which a more adequate annotation lan-
guage can be derived which should also link up
easily to ontologies already in use by the biolog-
ical (curation) community. The need to properly
specify the meaning of biological terms is not only
stimulated by various annotation efforts but also
by the emerging Semantic Web. We currently wit-
ness an increasing number of bio-ontologies under
development, primarily in the Open Biological On-
tologies (OBO) framework.1 Similar to the medi-
cally focused UMLS [10], each OBO ontology was
independently developed and provides a partial
view of a particular field of biology, fueled by the
specific interests of the designers of an ontology.
Also, the Semantic Web community has, from its
very beginning, advocated a formal perspective on
ontology development. This led to the definition
of the OWL [7] language family. For the specifica-
tion of formally rooted, computational ontologies,

1http://obo.sourceforge.net

OWL-DL, its description logics [2] sublanguage, is
currently becoming a de facto standard. OWL-
DL allows the construction of class inclusion hier-
archies, supports partial and full class definitions
using disjunction, conjunction, and negation oper-
ators for complex expressions.
Currently, there are few attempts in the biology
domain to develop a domain-specific ontological
upper level, which might support a semantic medi-
ation between heterogeneous ontologies. Whereas
BIO-BFO [5] and Simple Bio Upper Ontology2

were devised without any concrete application
context, the GENIA ontology “is intended to be a

formal model of cell signaling reactions in human.

It is to be used as a basis of thesauri and semantic

dictionaries for natural language processing appli-

cations such as information retrieval and filtering,

information extraction, document and term clas-

sification and categorization. Another use of the

GENIA ontology is to provide the basis for inte-

grated view of multiple databases”.3

The GENIA ontology limits itself to a set of highly
general upper-level categories centered around the
notions of biological substance and location. It
contains exactly 45 terms which are arranged in a
tree-wise manner at a maximum depth of six levels
(cf. Figure 1). Besides the taxonomic Is-A relation
it does not contain any further relations or defin-
itory axioms. Instead, so-called “scope notes” in-
formally phrase the meaning of the classes as nat-
ural language statements.
Up until now, the GENIA ontology has been
mainly employed for the semantic annotation of
named entities in biological literature abstracts [8].
It is well known that many GENIA classes lack
clarity and thus are likely to give rise to conflict-
ing interpretations [1]. Our hypothesis is that the
supply of a formal ontology can help clarify the
meaning of GENIA terms. Moreover, this can be
beneficial for enforcing the consistency of corpora
annotated with GENIA. Still, we argue that the
GENIA ontology is a good starting point for the
development of a more comprehensive, formally
based biomedical upper ontology once principles

2http://www.cs.man.ac.uk/~rector/
ontologies/simple-top-bio/

3http://www-tsujii.is.s.u-tokyo.ac.jp/GENIA
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Figure 1: The original GENIA ontology

of formal rigor, explicitness, and scope are obeyed.
We postulate the following desiderata for such an
ontology:

• As “semantic glue” it facilitates the interop-
eration between existing biomedical ontologies,
e.g., the Gene Ontology, ChEBI, the Mouse On-
tology and other OBO ontologies, but also med-
ical ontologies such as FMA and SNOMED CT.

• Precise axioms will impose an increasing formal
rigor on the connected ontologies.

• After the translation of its axioms into clear-
cut natural language expressions it may support
the process of semantic text annotation, since
ambiguous senses are avoided.

• Downward compatibility to the original GENIA
ontology should be guaranteed.

Methodology

Our ontological analysis of the biological upper
level is guided by the following principles [4]: (i)
select a set of foundational relations, (ii) define the
ground axioms for these relations, (iii) establish
constraints across basic relations, (iv) define a set
of formal properties induced by these formal re-
lations, (v) introduce basic categories and classify
the relevant kinds of domain entities accordingly,
and (vi), elicit the dependencies and interrelations
among basic categories.
In our case, most of these basic categories are bor-
rowed from the upper ontologies BFO and DOLCE
[3, 13], enriched by principles introduced by Rec-
tor et al. [9]. For the analysis of GENIA, we
mainly adopt some of the OBO foundational re-
lations [12]: instance-of relates an individual en-
tity to a class. Is-A relates two classes in terms

of taxonomic subsumption. The relations part-

of and has-part relate individuals in terms of
parthood.4 The relation derives-from holds be-
tween an individual a which was either identi-
cal or part of an individual b at some instant in
time. Finally, has-function and its inverse in-

heres hold between individual material entities
(such as molecules) and their inherent (biological)
functions.
Our approach to a re-design of GENIA then ad-
heres to the following workflow:

1. We analyze each GENIA scope note in terms of
its definitory value, both under an intensional
(the definition) and an extensional (the subor-
dinate classes) point of view. We determine
whether the natural language expressions pro-
vided contain sufficient information to delimit
the meaning of the associate term and the ex-
tension of the class it refers to.

2. Considering the current GENIA ontology as
a taxonomy, we analyze it with regard to
proper classification principles. The purpose
of GENIA, viz. the unambiguous assignment
of exactly one semantic label to a (from an
annotation perspective) relevant textual unit,
requires a strict mono-hierarchical classifica-
tion tree with pair-wise disjoint and exhaustive
classes at each classificatory level.

3. We formally redefine the classes using OWL-
DL, both exploiting the associated scope notes
and canonical biological knowledge. Wherever
this language specification is insufficient, a first-
order logic definition is supplied.

4We understand parthood as proper parthood in
the sense of formal mereology [11], i.e., a transitive,
irreflexive, and asymmetric relation.



Feature Occurrences Class Scope Note
No 11 Carbohydrate
Definition
Examples 18 Amino Acid Monomer An amino acid monomer e.g.,
Only tyrosine, serin, tyr, ser
Partial 2 Artificial Sources Cultured, immortalized or
Definition otherwise artficially processed sources.
Full 10 Domain or Region of Protein A tertiary structure that is supposed
Definition to have a particular function e.g., SH2.
Enumeration of 4 Organism Organisms include multi-cell organisms,
Subclasses mono-cell organisms, and viruses.

Table 1: Analysis of GENIA scope notes

4. A terminological reasoner is then used for check-
ing the logical consistency of the model. Any
inconsistency found will then require additional
knowledge engineering iterations.

5. The interfaces to existing ontologies such as the
Gene Ontology or ChEBI are identified. An un-
ambiguous mapping to GENIA classes is pro-
posed.

Analysis of GENIA

We found that the scope notes, besides cursory
hints to related terms, do often not contain suf-
ficient definitory information. A reason for this
may be that the annotator(s?) using GENIA was
so familiar with these terms that no more infor-
mation was required. Table 1 reveals that only a
quarter of all classes is fully defined by its scope
note. Half of the GENIA classes are incompletely
described (enumerating their subclasses or listing
examples), while another quarter does not even
have a scope note.

For strict taxonomic classifications we have to keep
in mind the ontological nature of the entities to
be classified. Whereas it is straightforward to
assume the classes “Organism”, “Cell”, “Individ-
ual DNA molecule” to be instantiated by concrete
entities (e.g. this individual cell under the mi-
croscope), numerous oddities arise with regard to
other classes such as “Source”, “Cell type”, “Tis-
sue”, “Protein family or group” (cf. Figure 1). We
identified the following kinds of classes which re-
quire some more ontological inquiry:
“Source”. The division between “Source” and
(chemical) “Substance” constitutes the uppermost
partition of the GENIA ontology. Sources are de-
fined as “biological locations where substances are
found and their reactions take place”. They are
subdivided into natural (such as organism, cell)
and artificial sources (such as cell line). Biolog-
ical location is hardly a suitable upper-level dis-
tinction. For example, “natural source” subsumes
kinds of entities (cell, cell component) which also

occur in artificial sources, e.g., cell lines. Our sug-
gestion is to treat “Source” as a role and not as
top-level class.

“Type”. “Cell Type” occurs as a sibling of “Or-
ganism” and “Tissue”. “Cell Type” is described
as “A cell type, e.g., T-lymphocyte, T cell, astro-
cyte, fibroblast”. The question arises whether the
attribute “type” is merely a notational flavor or
conveys an additional meaning, e.g. a meta class
which is instantiated by classes instead of individ-
uals. In this case it would not specialize the class
“natural source”, since sources are defined as bio-
logical locations, and “Cell type” is definitely not a
biological location. Thus we suggest to ignore the
meta-level reading and read “Cell type” as “Cell”.

“Family or Group”. A similar problem is
found with classes labeled “Family or Group”
(in the DNA, RNA, and Protein branch) defined
by GENIA as “a family or a group of proteins,
e.g., STATs (Signal Transducers and Activators of
Transcription)”. Such a class definition addresses
the need of a reference to instances of a human-
made classification scheme for proteins, rather
than to instances of biological classes. We may
argue that such classification schemes follow bio-
logical functions, locations, and other roles (e.g.,
activators, enzymes, membrane proteins), and ac-
count for this distinction by introducing a separate
branch of the ontology.

“Other”. Residual categories are characteristic
for classification systems since they allow for an
exhaustive, non-overlapping coverage of a domain
even for those entities which do not fall into the
defined categories. GENIA’s use of residual cate-
gories (e.g., “Other Natural Sources”, “Other Or-
ganic Compound”) is quite inconsistent. Resid-
ual categories are present only in some partitions,
while missing in others (e.g., “Natural Source”).
Although residual classes are ontologically irrel-
evant (their instances lack a common property),
they can nevertheless be formalized as the logical
complement to the union of their co-siblings. How-
ever, they may be misused for classifying those



instances which are simply underspecified due to
missing information.
Masses, Aggregates, and Collectives. Many
kinds of biological and chemical entities occur as
collectives of uniform singletons (e.g., cell collec-
tions, molecules). Even more complex aggrega-
tions of cells and intracellular matrices are present
in biological tissues. The main difficulty here is
to make a clear commitment to the referents of
such mass or collection terms. In principle, there
are good arguments to refer to either (i) the to-
tality of the mass / collective (e.g., all red blood
cells (RBCs) in an organism), (ii) any portion of
it (e.g., the RBCs in a sample), or (iii) the mini-
mal constituent (e.g., one RBC). Still, there is no
biological ontology which sufficiently accounts for
the distinction between singletons and collectives.

Design of the BioTop ontology

The re-design was done by the first two authors
both with good knowledge in description logics
and molecular biology, using the Protegé ontol-
ogy editor, supported by the RACER terminolog-
ical reasoner [6]. The re-designed ontology, called
BioTop (Biological Top Level)5 contains a total
of 146 classes (85 fully defined), 12 relations, and
171 restrictions. The ontology successfully classi-
fies on a middle-end laptop computer (Windows
XP) in about four minutes. Building the BioTop
ontology, the following decisions were taken.
Relations. In addition to the taxonomy-building
is-a relation, we introduced the mereological re-
lations proper-part-of and has-proper-part,
thus excluding the reflexive reading (e.g., my body
is part of itself) which is counter-intuitive in bi-
ology. Two subrelation pairs of has-proper-

part were introduced, viz has-grain / grain-

of (according to [9]) and component-of / has-

component. Both relations are intransitive.
has-grain allows for the definition of collectives
(amounts of cells, molecules, etc.) in terms of their
constituent singletons. has-component relates
compounds to their constituent components based
upon a non-overlapping and exhaustive partition
(e.g., the relation between a protein chain and its
constituent amino acid monomers). Whereas a
compound’s sortal identity depends on the exact
sum of its components, a collective identity does
not: If one blood cell is removed from a blood sam-
ple, the sample remains the same. But if a base
is removed from a gene sequence and substituted

5BioTop can be downloaded from http:
//morphine.coling.uni-freiburg.de/~schulz/
BioTop/BioTop.html.

by another one (of a different type) it becomes a
different one. Both new relations can be formally
derived from the primitive part-of relation using
recursive statements in first-order logic. Since this
does not translate into OWL-DL, they have to be
added as primitive classes.

Collectives. The introduction of collectives as
classes of their own – opposed to their constituent
singletons – is justified by the ontological differ-
ence between these two kinds of entities, and the
referential ambiguity which commonly can be ob-
served in texts. Due to the atomicity of matter
we also consider amounts of matter as collectives.
As an example, an amount of water is a collective
of water molecules. We postulate that most refer-
ences to chemical substances in biomedical texts
refer to such collections of particles.

New classes. To (partially) fulfill our objective
of describing ontology classes in terms of full def-
initions, we introduced additional classes, many
of which are only textually addressed in the GE-
NIA scope notes. An example is the inclusion of
the class “Heterocyclic Base” for the definition of
“Nucleotide”. Compared to other ontologies, the
number of fully defined classes (i.e., definitions in
terms of both necessary and sufficient attributes)
is quite high. Interestingly, there are no such defin-
itory statements in any of the OBO ontologies.

Rearranged classes. Some classes in the orig-
inal GENIA ontology are misleading. For in-
stance, “Amino Acid” subsumes any compound
which contains amino acids though the term is
naturally used for amino acid monomers. To avoid
confusion, we introduced the classes “Amino Acid
Monomer” and “Amino Acid Polymer”.

New Branches. As already pointed out, the
“Family or group” categories from the original
GENIA ontology are improperly arranged in the
taxonomic hierarchy. In GENIA these categories
were included to denote terms such as “enzyme”
or “membrane protein”. In a statement such as
“the enzyme E”, “enzyme” refers to a biologi-
cal function whereas ”E” refers to some amount
of molecules. What is meant here, is that “E”
exercises the function “enzyme”. To account
for this particularity we introduced an additional
branch called “Non-Physical Continuant” which
subsumes “Biological Function” and “Biological
Location”. Just as in the GENIA ontology,
BioTop does not elaborate on biological processes,
events, or actions. The current version only con-
tains one class named “Occurrent”. A more de-
tailed description of these kinds of entities will
constitute a topic for future enhancements.



Mapping to GENIA. To guarantee downward
compatibility, the original GENIA ontology was
added as an additional layer, in a separate step. To
this end, all terminal GENIA nodes (those which
are used for semantic annotation) were incorpo-
rated as jointly exclusive classes and linked to the
BioTop classes by is-a relations. Consistency is
assured by the terminological classifier.

Interfacing with other ontologies. Several
BioTop classes can be used as links to exist-
ing ontologies. For example, “(Bio)Molecular
Function”, “Cellular Component”, and “Bi-
ological Process” link directly to the Gene
Ontology. The ChEBI ontology can be
linked in a similar way — “Molecular
FunctionBioTop” maps to “Biological RoleChEBI”,
“AtomBioTop” and “CompoundBioTop” to
“Molecular EntitiesChEBI”, and “Subatomic
ParticlesBioTop” to “Elementary ParticlesChEBI”.
“OrganismBioTop”, “TissueBioTop”, and “Body
PartBioTop” can finally be linked to species-
specific OBO ontologies, to the Foundational
Model of Anatomy, and to clinical terminologies.

Discussion and Conclusion

We introduced the biological top-level ontology
BioTop based on a comprehensive re-design of the
GENIA annotation vocabulary, on the one hand,
and as a semantic glue for connecting existing
biomedical ontologies, on the other hand. BioTop
constitutes an expressive model which makes use
of the full range of OWL-DL constructors. Fu-
ture applications of BioTop will include the pro-
vision of semantically precise classes for improv-
ing the quality of semantically annotated corpora
(with downward compatibility to GENIA). How-
ever, empirical evidence supporting the claim that
the use of BioTOP improves the accuracy of an-
notations still has to be provided.
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Gómez-Pérez, Michael Gruninger, Heiner Stuck-
enschmidt, and Michael Uschold, editors, Ontolo-
gies and Information Sharing. Proceedings of the
IJCAI-01 Workshop on Ontologies and Informa-
tion Sharing, pages 26–33, 2001.

[5] Pierre Grenon, Barry Smith, and Louis Gold-
berg. Biodynamic ontology: Applying BFO in the
biomedical domain. In Domenico M. Pisanelli,
editor, Ontologies in Medicine – Proceedings of
the Workshop on Medical Ontologies, number 102
in Studies in Health Technology and Informatics,
pages 20–38. Amsterdam: IOS Press, 2004.

[6] Volker Haarslev and Ralf Möller. Racer: A
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